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Abstract: Diabetic retinopathy (DR) is an asymptotic and vision-threatening complication among
working-age adults. To prevent blindness, a deep convolutional neural network (CNN) based
diagnosis can help to classify less-discriminative and small-sized red lesions in early screening of
DR patients. However, training deep models with minimal data is a challenging task. Fine-tuning
through transfer learning is a useful alternative, but performance degradation, overfitting, and
domain adaptation issues further demand architectural amendments to effectively train deep models.
Various pre-trained CNNs are fine-tuned on an augmented set of image patches. The best-performing
ResNet50 model is modified by introducing reinforced skip connections, a global max-pooling layer,
and the sum-of-squared-error loss function. The performance of the modified model (DR-ResNet50)
on five public datasets is found to be better than state-of-the-art methods in terms of well-known
metrics. The highest scores (0.9851, 0.991, 0.991, 0.991, 0.991, 0.9939, 0.0029, 0.9879, and 0.9879) for
sensitivity, specificity, AUC, accuracy, precision, F1-score, false-positive rate, Matthews’s correlation
coefficient, and kappa coefficient are obtained within a 95% confidence interval for unseen test
instances from e-Ophtha_MA. This high sensitivity and low false-positive rate demonstrate the
worth of a proposed framework. It is suitable for early screening due to its performance, simplicity,
and robustness.
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1. Introduction
Diabetes mellitus (DM) is a chronic metabolic problem that can severely affect various
human organs [1,2], including eyes, due to vision-threatening DR [3,4]. According to the
International Diabetes Federation (IDF), 463 million people have been affected by DM,
and by 2045 this number might rise to 700 million [5]. DM rarely spares any tissue in the
human body [6]. Retinopathy, neuropathy, cardiovascular, and nephropathy are potential
complications due to DM.
DR is a leading cause of preventable blindness among working-age adults [3,7–9]. It is
usually asymptomatic in its early stage [10], and late identification leads to a substantial
loss of vision [11,12]. Microaneurysms (MAs) are the early signs of DR, which may leak to
cause hemorrhages (HEs). Small hemorrhages are of varying size and appear similar to
MAs. Small HEs are usually known as “small red dots”. These spots are referred to as red
lesions of DR and are abbreviated as HMAs collectively [3,13–17].
Red lesions are tiny spots with no definite boundaries. The intensities and color of
these lesions are similar to background areas and blood vessels (the major distractors)
inside a retina. The tiny lesions may develop anywhere inside the retina. Sometimes these
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are connected to blood vessels and cannot be identified easily. The poor contrast and
uneven illumination in fundus images make identification even more challenging.
Fundus images are captured in a non-invasive and cost-effective manner. Thus, these
photographs are usually analyzed to diagnose DR and many other ocular diseases [10].
Early screening of DR patients, by classifying red lesions, is a tedious task due to these issues.
However, it is crucial to prevent blindness among a large number of diabetic patients.
Manual diagnosis creates a huge burden on ophthalmologists. An automated system
can assist them to diagnose DR to initiate treatment in a timely way. Due to its significance,
researchers have considered the retina and proposed different artificial intelligence-based
systems instead of focusing on other ophthalmology branches [18].
The first automated technique was proposed by Lay in 1983 [19]. It was further
extended by Baudoin et al. [20]. Afterward, several classical methods have been formulated
to diagnose and grade DR by computing handcrafted features to classify different lesions.
The classical techniques are not found to be robust during clinical trials due to the poor
representation power of the less discriminative handcrafted features. Modern deep CNNs
have emerged as a powerful tool to compute the most discriminative features. These
are superior to classical methods. The depth of a CNN plays a vital role in successful
image analysis; however, the literature shows that applying deep CNNs for medical image
analyses is not a trivial task.
Due to the unavailability of a large amount of annotated data, millions of learnable
parameters of these models cannot be trained from scratch. Fine-tuning a pre-trained
CNN model, by transferring prior knowledge, is usually suggested in these situations
to avoid local minima and saddle points [21]. However, a successful knowledge transfer
depends on the resemblance of the source and target domains/tasks [22,23]. Making a
CNN architecture adaptive is beneficial to train for new tasks. Performance degradation
and vanishing/exploding gradient issues are experienced when deep models are trained
with a minimal dataset. This study shows that architectural enhancements can effectively
overcome these issues. Another hurdle to fairly using deep CNN for DR diagnosis is due
to the hidden internal decision-making process. A visual interpretation would be useful to
apply CNNs for DR diagnoses while maintaining trust [24].
This paper presents a deep CNN-based framework to classify red lesions for early
screening of DR patients. While the detection and counting of individual lesions are
useful for DR grading, it is not within the scope of this work. The following are the main
contributions/novelties brought by the current study.
The architecture of a pre-trained CNN model is enhanced to address the abovementioned issues. Instead of globally applying the CNN to a fundus image, it is applied
to small regions for a precise analysis. This also contributes to increasing the number of
training instances to effectively train deep CNNs. The suggested modifications are simple,
robust, and are found effective to early diagnose DR despite small and less prominent
lesions. Such modifications would be useful to enhance many CNN architectures to
solve problems in related domains. The obtained results for five lesion-level annotated
benchmark datasets [13,25–28] were better than state-of-the-art methods in terms of wellknown metrics, which is favorable for practical utilization in an automated DR diagnosis.
The internal decision-making of the CNN was interpreted by computing gradient-weighted
class activation mapping (Grad-CAM) [29] to qualitatively analyze each classification
decision for the clinical trials. The proposed algorithm was formulated after reviewing the
existing automated methods for early DR diagnosis, with an emphasis on red lesions.
The literature reveals that computer-aided diagnosis (CAD) for DR can be broadly
divided into two categories; classical handcrafted and modern automated feature extractionbased techniques using CNNs. The old methods usually undergo preprocessing, segmentation, feature computation, and classification phases. Retinal images are preprocessed to
enhance DR lesions. The candidate regions are then extracted by thresholding, filtering,
and morphological-based methods for feature computation to classify them using a classifier. Modern deep CNN-based techniques compute the most discriminative features in
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end-to-end manners. However, the tasks of the preprocessing phase are usually performed
for both categories. This phase has been reviewed comprehensively by Ashraf et al. [30].
The classical approaches either considered MAs [26,31,32] or HEs [33] individually,
while both lesions were also detected simultaneously [14,15,34–45]. These lesions were
detected by extracting a set of potential candidates in the first stage and then refining
this set with a classifier, trained over the traditional handcrafted features in the second
stage [14,15,46]. Table 1 summarizes the handcrafted-based red lesion detection.
Table 1. Handcrafted features-based DR diagnosis by considering red lesions.
Ref.

Major Aspects

Sinthanayothin et al.,
2002 [34]
Larsen et al., 2003 [35]

A recursive region growing method to segment both
vessels and red lesions.
Fundus images were obtained after dilation of the pupil.
Computed sixty-eight handcrafted features. Per-image
and per-lesion achievements are reported in the 1st and
2nd row of results.
Local thresholding and pixel density-based detection.
Introduced a feature selection and a neural network,
suggested by Grisan and Ruggeri [36], for image-based
classification.
A multi-scale correlation filtering and
dynamic-thresholding technique.
Size and shape-based features. Results in the 1st and
2nd row are of MAs and HEs, respectively.
Textures features analysis by local binary pattern [40],
and higher-order statistical features [41].

Niemeijer et al., 2005 [14]
Grisan and Ruggeri 2007 [36]
Garc’ıa et al., 2008 [37]
Zhang et al., 2009 [38]
Saleh and Eswaran 2012 [39]
Ashraf et al., 2014 [40] and
2015 [41]
Srivastava et al., 2015 [42] and
2017 [43]
Seoud et al., 2016 [15]
Xiao et al., 2017 [44]
Colomer et al., 2020 [45]

Frangi filters-based features.
Dynamic shape-based features.
A phase congruency-based MAs detection. HEs
detection by k- mean clustering and SVM.
DR lesions were differentiated by combining texture
and morphological information.

Results
Se.%
78
96.7
100
30

Spec.%
89
71.4
87
–

–

–

–

–

ACC.%
–
–
–
–
94 for
HEs

AUC%
–
–
–
–

80

–

–

Avg. FP
–
–
= 0.1856
84.31
93.63
–
–
87.53
95.08
–
–
87.48
85.99
86.15
87
87.92
87.54
87.44
87
AUC for MAs = 97 & HEs = 87 [42],
and 0.92 for both lesions [43].
–
–
–
89.9
–

ACC. 92 and 93 for MAs and HEs.
75.61

75.62

–

83.30

The main advantage of the classical methods is due to their machine learning models,
which can be trained using a small number of medical images. Blood vessels are usually removed before computing handcrafted features. False detection is mainly due to the leftover
vessel’s pixels. To overcome this problem, retinal vessels were not segmented by various
methods [15,40–43]. Traditional handcrafted-based methods are extremely dependent on
the (shape, size, texture, intensity, color, etc.) properties of less conspicuous red lesions.
Thus, these techniques are not found to be very robust for clinical validation. Reliable
automated feature extraction-based modern methods have contributed to overcoming the
limitations of classical strategies.
Deep CNNs have been applied to diagnose DR [47–49], usually by analyzing fundus
images globally [50–57]. However, small image patches are also used to train a deep CNN
model for the detection of DR lesions [16,17,33,58]. The most relevant methods [16,17] are
briefly reviewed below. The results obtained in those works are summarized in Table 2.
Orlando et al. [16] suggested a hybrid approach by computing handcrafted and
CNN-based features classified using random forest (RF) [16]. A custom six-layered CNN
model was suggested to train (from scratch) over the augmented set of 32 × 32 image
patches. By combining handcrafted and CNN features, the results were better than their
individual achievements. Blood vessels were segmented by applying morphology during candidate region extraction. This can be risky for the accurate detection of red lesions [15,40–43]. Zago et al. [17] suggested a dual CNN-based method (using a LeNet5 [59]
for patch selection and a pre-trained VGG16 [60] was fine-tuned using the selected patches)
for the raw localization of red lesions by classifying 65 × 65 small image patches. A huge
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number of patches was extracted after down-sampling the original images to 512 × 512.
This down-sampling may increase the loss of tiny lesions. A dual CNN strategy can be less
efficient than a single model for clinical validation.
Table 2. Deep CNN-based early DR diagnosis considering both types of red lesions.
Ref.
Orlando et al.,
2018 [16]
Zago et al.,
2020 [17]

Major Aspects
Handcrafted and CNN-based
features were combined to
detect red lesions.
Dual CNN models have trained
over 65 × 65 image regions.

DR Screening Results
AUC%
90.31
89.32
91.2
81.8

Se.
–
0.916
0.940
0.841

Datasets
e-Ophtha_MA
Messidor
Messidor
IDRiD

The literature shows that, due to the ability to compute the most discriminative
features, CNN-based techniques are better than classical methods. However, applying
deep CNNs for DR diagnosis demands further architectural reforms. This study aimed to
devise an effective automated early-DR screening method to assist specialists to prevent
blindness among a large number of diabetic patients. The hidden decision-making process
of the CNN was shown by computing Grad-CAM while diagnosing COVID-19 from chest
images [61], which is useful to solve the current task.
2. Materials and Methods
An effective early DR diagnosis is suggested using the power of a deep CNN model.
Contrary to earlier methods [16,17], a single suitable CNN is used by strengthening its
architecture to be fine-tuned by a limited amount of data.
2.1. Datasets
Six datasets of fundus images are available publically [13,25–28,62]. Four datasets are
annotated at lesion [13,25,26,28] while the remaining two [27,62] are annotated at the image
level. For DR screening, lesion-level annotations are suitable to accurately classify injuries.
Thus, all lesion-level annotated datasets were analyzed to select a suitable choice to train the
proposed method, while the remaining three of them will be used for cross-validation at the
lesion level. An extensively used image-level annotated dataset [27] was also considered,
only to compare the per-image results with state-of-the-art methods.
2.1.1. e-Ophtha_MA
An e-Ophtha [13] contains non-mydriatic fundus images, acquired from more than
25,000 examinations. The subset, e-Ophtha_MA, consists of 148 unhealthy images, containing approximately 1300 MAs or small hemorrhages, annotated/verified by experts on a
per-pixel basis, along with 233 healthy images.
2.1.2. Retinopathy Online Challenge (ROC)
The ROC [26] consists of 100 annotated images. Only ground truth for the 50 training
images is publicly available. There are 336 MAs available in all 37 unhealthy training
images, while the remaining 13 are healthy images without any DR issues.
2.1.3. Standard Diabetic Retinopathy Database Calibration Level 1 (DiaRetDB1) v2.1
This database contains 84 pathological and 5 healthy images, split into training/testing
sets at a 28/61 ratio [25]. In total, 182 lesion-level annotated red lesions are found in only
45 images [45]. Figure 1 shows a sample image by marking various DR lesions and
landmarks. The deprecated versions (DIARETDB0 and DIARETDB1) are not considered in
this study.
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Figure 1. (a) DR lesions along with healthy landmarks (blood vessels and optic discs). (b) Extracted
region of interest (ROI) containing red lesions.

2.1.4. Indian Diabetic Retinopathy Image Dataset (IDRiD)
The IDRiD is divided into three parts [28]. The segmentation part contains 81 unhealthy lesion-level annotated images, distributed into training/testing sets at a 54/27 ratio.
The test set contains an equal amount of 27 annotated MAs and HEs. The grading part
contains unhealthy images, annotated at the image-level for level 0 (No DR) to 4 (severe
DR) according to the DR scale [63], while 134/34 healthy images are only available in the
grading part for training/testing.
2.1.5. Messidor
This dataset [27] contains 1200 image-level annotated images, marked as four categories of DR. R0 refers to healthy, while R1, R2, and R3 indicate the mild, moderate, and
severity levels of DR, respectively. Another variant, Messidor-2, is also available with
only referable and non-referable labels. Thus, it was not considered for the current DR
screening task.
The above facts reveal that a large quantity of per pixel-based lesion-level annotated
MAs and small HEs are only available in the e-Ophtha_MA dataset. It contains the
most difficult cases of red lesions. Training and testing sets are not separated by the
vendors. However, a small number of training instances are available in the other lesionlevel annotated datasets [25,26,28]. Due to the explicit split, very few fundus images
were used to generate the training instances for CNNs in earlier algorithms [16,17]. eOphtha_MA is suitable to train and validate the proposed algorithm by splitting it according
to experimental requirements. Table 3 summarizes the properties and utilization of all
public datasets used in the current study.
2.2. The Proposed Method
To devise an effective and efficient CNN-based early screening system, six famous pretrained CNNs (AlexNet [64], VGG16 [60], GoogLeNet [65], Inception-v3 [66], ResNet50 [67],
and DenseNet [68]) were fine-tuned through transfer learning, coupled with hyper-parameter
tuning to select the most suitable model. The best performing one, ResNet50, was considered for further refinements. A modified version of ResNet50 was given the name
“DR-ResNet50” to differentiate it from the baseline model.
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Table 3. Summary of five public datasets used in the current study.
Resolution

Special
Procedures

Dataset
Distribution

Purpose

Preprocessing for FOV
extraction. The
200 × 200 patch
generation. Data
augmentation

Whole set

Training,
Validation and
Testing

e-Ophtha_MA [13]

381

1440 × 960 and
2048 × 1360

DiaRetDB1 v2.1
[25]

89

1500 × 1152

ROC [26]

100

IDRiD [28]

516

Messidor [27]

1200

768 × 576,
1058 × 1061, and
1389 × 1383
4288 × 2848
1440 × 960,
2240 × 1488, and
2304 × 1536

Test set
Training set
Test set
Test set

Cross-Validation

Number of
Images

Preprocessing for
FOV extraction. The
200 × 200 patch
generation.

Dataset

The proposed strategy consisted of preprocessing, patch generation, and classification
of patches as healthy or unhealthy cases. Post-processing included the visual interpretation
of classification decisions through a Grad-CAM and associating it back onto the fundus
image. Figure 2 illustrates an overview of the proposed method. This required fewer stages
compared to earlier classical methods [14,15,34–44].

Figure 2. An overview of a proposed deep CNN-based red lesion classification technique for early
DR screening.

2.2.1. Preprocessing
The main objective is to focus only inside the FOV to speed up further processing. To
avoid the loss of tiny red lesions, fundus images were not extensively preprocessed. Blood
vessels were not segmented to minimize false identification due to leftover vessel pieces.
The FOV boundaries were extracted by computing FOV masks, which was generated
by converting a color fundus image into grayscale, due to less noise, to binarize the image
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by thresholding equal to the minimum gray level if it was non-zero, or 0.02 otherwise. The
noisy regions were removed by morphologically opening and closing operations with a
disc-shaped structuring element (size 5). The outcome is further refined by morphologically
closing and eroding operations with disc-shaped structuring elements of sizes 3 and 9,
respectively. All these values were empirically selected due to their optimal results. The
FOV boundary was extracted by subtracting the above erosion results from those that
were morphologically close to generate small image patches to train and validate the
CNN models.
2.2.2. Patch Generation
Patch generation consists of patch extraction followed by data augmentation to produce data instances. Because a limited number of images are available in the e-Ophtha_MA
dataset, the 200 × 200 small patches, centered at the annotated lesions, are extracted from
fundus images using their corresponding masks. Figure 3 shows the patch generation process.

Figure 3. (a) A 200 × 200 patch extraction from fundus image. (b) A few generated patches are
shown with their specific naming conventions for reference in the future.

The size of the patch was selected by analyzing the dimensions of the red lesions in
all four lesion-level annotated datasets. The benefits of using this patch size are three-fold.
First, it allows recovering, not only the candidate itself but also the surrounding area. So,
it helps a CNN to capture both the candidate’s internal features and information about
its shape, border, and context. Second, this size is suitable to pass through the deep CNN
models that apply convolution without padding, which reduces the size [69]. Third, a large
number of small-sized image patches can be efficiently processed by deep architectures.
The extracted patches were labeled according to their annotation instead of assuming
the probability of designating any patch as a lesion. The patches were extracted without
down-sampling the fundus images [17] to avoid the loss of tiny lesions. Rather than downsampling, the image patches are up-sampled for size normalization before feeding them to
a CNN. As such, tiny lesions become more prominent for their accurate classification.
A total of 1293 images patches, having at least one red lesion, were extracted from all
148 unhealthy images of the e-Ophtha_MA. Data instances were augmented by shifting the
centroid to 50 pixels towards the up, down, left, and right directions, and were then flipped
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vertically and horizontally to produce fifteen patches against the single labeled lesion.
This procedure is shown in Figure 3a using colored boxes. A few augmented patches,
with centers that were shifted outside the FOV (Figure 3a), were discarded to generate
17,320 unhealthy instances. An equal number of same-sized patches were generated from
the 233 healthy images to finally produce 34,640 augmented instances from both classes to
fine-tune the CNNs without class imbalance issues at the dataset level. Each instance was
saved by assigning it a unique name (Figure 3b) to refer back during post-processing.
By using the small patches, the defect of uneven illumination becomes less significant.
Although an attempt was made to explicitly balance the image level by computing a
large median filter, contrast local adaptive histogram equalization (CLAHE) was applied
to the small patches to improve the intensity variations within the patches. However,
no improvements were found by fixing both these defects. Thus, these were ignored in
this work.
To use the proposed framework for clinical validation in real-time, the sliding box
with a fifty-pixels overlap was applied to extract 200 × 200 patches from a fundus image
by keeping the center of patches inside the FOV, to classify them as healthy/unhealthy
regions. The patches may have a black portion outside the FOVs, just like the training
patches (Figure 3b), but the proposed framework will not skip lesions at FOV boundaries.
The overlapping ensures that the lesions at the boundary of extracted patches are included
in one of the overlapped regions.
2.2.3. Dataset Distribution (Train/Development/Test Sets)
The dataset of small image patches is divided into the training, validation, and testing
sets by distributing an equal number of instances from the healthy and unhealthy classes.
Scheme-1 spits the data into training/testing sets at a 90/10 ratio. The train set is
further divided into training/validation subsets using the same 90/10 ratio to generate
28,058 training, 3118 validation, and 3464 test instances. This scheme ensures that separate
validation and test sets will contain unseen instances. Thus, Scheme-1 instances were used
to perform different experiments to validate and test the proposed method.
The second scheme (Scheme-2) was to use all the data to train and test the proposed
technique in a 10-fold cross-validation manner by splitting instances into disjointed folds.
It was only applied to increase the number of training instances by generating 31,176/3464
instances in each fold to train/test a suitable pre-trained CNN model for red lesion classification.
2.2.4. CNN Training
Fine-tuning through transfer learning is usually considered when a huge amount
of training data is not available to train a deep model from scratch [21]. The success of
knowledge transfer depends on the distance and dis-similarity of the source and target
data [22,23]. However, the potential to apply it in medical imaging has been shown by
Tajbakhsh et al. [21]. All six pre-trained models were fine-tuned by replacing the last three
layers. ResNet50 performed better than the others due to its superior architecture.
2.2.5. Baseline ResNet Architecture
The ResNet50 model is based on residual blocks connected by skip connections to
address the degradation problem in a very deep CNN model [67]. Skip connections allow a
direct flow of feature maps from earlier to deeper layers, which is beneficial for the learning
process [70]. In ResNets, these shortcuts allow the model to learn an identity function
to confirm that the deeper layer would perform at least as well as the upper layer. This
architecture won the ImageNet Large Scale Visual Recognition Challenge (ILSVRC) in
2015 [71] and also produced good results in the current task; thus, it was further fine-tuned
by freezing the initial layers.
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2.2.6. Freezing Initial Layers
A CNN learns features hierarchically by learning the local and global features at the
initial and deeper layers, respectively. Low-level local features are common in images of every domain but are quite significant to compute domain-specific global features. To prevent
any change in already-learned local features, initial layers are frozen during knowledge
transformation. This also speeds up the learning process as fewer learnable parameters
are required to update in only un-frozen layers. Freezing more layers would improve the
efficiency, but an adequate amount of source knowledge would not be compatible with the
new task.
To find the best ratio between the trained and frozen layers, to make the model
more adaptive, an iterative approach was adopted from [21] to freeze initial layers up to
certain residual blocks to maintain the core structure of the residual architecture of the
ResNet50 model.
2.2.7. Architectural Enhancement
The baseline architecture of ResNet50 is enhanced by introducing skip connections
and replacing/adding the new layers to reinforce the existing structure to increase its
effectiveness. The modified version, the DR-ResNet50 model, is shown in Figure 4.

Figure 4. A schematic diagram of the proposed method, showing the DR-ResNet50 architecture to
classify red lesions of DR using small image patches.

Reinforced Skip Connections
A plain CNN classifies images by considering high-level global features but ignores
low-level features that contain rich information of the fine-grained structures [72]. The
local features can be combined with global features by directly connecting the initial layers
with subsequent deeper layers using skip connections [73] to produce better results [72,74].
As the activations of the intermediate layers also contain important clues about the local
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features of the objects in the images, these intermediate layers are also integrated with
deeper layers in various manners [75–77].
In this study, the features of intermediate layers were fused with the semantic features
of subsequent deeper layers through two reinforced skip connections (RSK1 and RSK2).
Contrary to the baseline, these reinforced skip connections allow skipping at least four
residual blocks. Their connectivity details are given in Section 3.2. The residual mapping,
HRSK ( x0 ), fit by a reinforced skip connection by skipping n layers, can be expressed as:
HRSK ( x0 ) := F ( xn ) + xn + x0 ,

(1)

where x0 is an input to the reinforced skip connection HRSK ( x0 ). Since H ( x ) := F ( x ) + x [67].
Thus, for n layers, the residual function will be:
HRSK ( x0 ) := H ( xn ) + x0 .

(2)

In terms of an aggregate function, G ( x0 ), skipped by the reinforced shortcut connection
for all n layers, and the residual mapping can be written as:
HRSK ( x0 ) := G ( x0 ) + x0

(3)

With the above modification, the residual blocks were reinforced by reusing the local
features of intermediate layers with global features at deeper layers during a forward pass of
the information flow. The new pathways also contributed to reducing the degradation problem of deep CNN models. During backpropagation, these pathways allow errors to directly
propagate back to update learnable parameters of CNNs without vanishing/exploding
gradient issues.
Both RSK1 and RSK2 are shown in Figure 4 by dotted lines to indicate the dimension
mismatch at their sources and in their target blocks. This was resolved by introducing
the 1 × 1 convolution. To normalize each input channel across a mini-batch, a batch
normalization layer was used between convolutional and activation layers while applying
the suggested reinforced shortcuts. The modified architecture (DR-ResNet50) was further
refined by altering its deeper layers to accurately classify tiny red lesions.
Layers Modification
A globally applied average pooling layer was replaced by the max-pooling layer to
down-sample the data dimensions by dividing the input into pooling regions to compute
the maximum of each region. Considering the maximum values instead of the average is
more promising to classify less-prominent tiny red lesions. This also contributes to making
the proposed CNN model translation-invariant, which is more suitable for the classification
of red lesions that appear anywhere on the retina of diabetic patients.
While choosing a suitable pre-trained CNN model, the default fully connected layer
of ResNet50 was already changed by a new fc layer with two output neurons to solve
the current two-class classification problem. Similarly, the classification layer was already
replaced by a new classification layer to retrain the Softmax classifier on the new task of
binary classification. The class output layer was replaced earlier by a new layer using the
default error loss function.
This loss function is highly sensitive to class imbalance issues. It has not been found
effective at detecting small objects to solve DR problems in the past [58,78]. Instead of
cross-entropy loss, a dice loss function was applied by Chudzik et al. [58] to handle true
negative cases, while classifying each pixel as either a lesion or a non-lesion. Hu et al. [78]
improved the cross-entropy loss function to emphasize the difficult instances to effectively
detect small objects and to overcome class imbalance issues.
In the current study, there was no class imbalance issue at the dataset level. However,
the ratio of the lesion and non-lesion pixels was not balanced in the unhealthy instances due
to varying sizes of lesions. Compared to ordinary binary classification tasks, the current
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problem is more challenging. The proposed CNN was required to train to map an input
patch to the corresponding label for all possible lesion locations within a patch. Thus,
this binary classification problem is rather a regression problem in disguise, due to the
underlying regression nature of the task. Hence, the sum-of-squared-error (SSE) loss is
the natural choice to compute the error between predicted and targeted outputs. Thus,
the default output layer is replaced by introducing a custom output layer to compute the
SSE loss function. For predictions Y and training targets T, SSE loss L between Y and T is
computed by the expression:
L=

1
N

N

k

∑ ∑ (Yni − Tni )2 ,

(4)

n =1 i =1

where N is the number of observations in a mini-batch and K is the number of classes.
The SSE loss is differentiable, i.e., smooth everywhere to optimize the model parameters
using straightforward gradient-based methods. However, SSE loss is generally suitable for
solving regression problems but was adapted to solve the current classification job in the
following manner.
SSE loss measures the error between two continuous random variables. As the Softmax
classifier predicts continuous scores, the intermediate results are converted into class
labels by thresholding in the final classification stage. The continuous scores are used to
compute SSE loss to optimize the CNN parameters using stochastic gradient descent with
momentum (SGDM) to classify the input instances and finally produce a binary decision.
Along with the many advantages, there are limitations in using SSE loss.
For instance, outliers in the dataset may dominate the optimization process because
each error is squared to compute the SSE loss. Per pixel-based lesion-level annotated
dataset was used to effectively train the suggested CNN model to deal with such issues.
The obtained results prove the worth of using the SSE loss in the above-discussed manners.
The performance was analyzed by computing many metrics.
2.2.8. Evaluation Protocol
The proposed strategy was evaluated on unseen test instances from e-Ophtha_MA. To
cross-validate on a per-lesion basis, the 200 × 200 small image patches are extracted from
DiaRetDB1 v2.1, ROC, and the segmentation part of the IDRiD datasets. For image-level
evaluation, the Messidor dataset and the grading portion of IDRiD were used for crossvalidation. For the Messidor dataset, the healthy images {R0} versus unhealthy categories
{R1, R2, and R3} were used in this study in the same manner as considered in earlier
works [15–17]. Sixty-nine unhealthy test images from the DR grading part of the IDRiD
dataset are used to classify the image of category {0} versus {1, 2, 3, and 4} for healthy
and unhealthy cases. The effectiveness of the suggested framework was evaluated both
quantitatively and qualitatively.
Training performance was monitored by validation accuracy. The bias and variance
issues were also analyzed to identify overfitting/under-fitting problems. To qualitatively
measure the testing ability of the proposed framework on unseen test instances, all wellknown performance metrics are computed. These include the computation of accuracy
(Acc.), confusion matrix [79], precision, sensitivity (Se.), F1-score, Matthews correlation
coefficient (MCC) [80], specificity (Spec.), kappa coefficient (K) [81,82], and the area under
the receiving operating characteristics curve [83] (AUC) in terms of true positive (TP), true
negative (TN), false positive (FP), and false negative (FN) [84].
For the qualitative analysis, Grad-CAM was computed for each classification decision
by calculating the gradient of the final classification score of the final convolutional feature
map. The places where this gradient was large were exactly the regions where the final
score depended mostly on the data. Such a high dependency region is marked in red on
the heat map, as depicted in Figure 4.
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2.2.9. Experimental Setup
All experiments are performed on a computer with an Intel Core i7 CPU @ 2.54 GHz,
16-GB RAM, and a NVIDIA GeForce RTX-2060 graphic processing unit (GPU) with 6-GB
dedicated memory. MS-Windows 10 (Education edition) was installed on the system.
MATLAB 2020a was used to develop the software modules in this study by implementing
deep learning, computer vision, and neural network toolboxes. The pre-trained CNN
models were loaded with their learnable parameters trained over the ImageNet dataset that
contains natural images. The extracted 200 × 200 small image patches are up-sampled by
applying a bi-cubic interpolation to normalize their size according to the input requirements
of a particular pre-trained CNN model to fine-tune for the current task.
3. Results
Experiments were performed to fine-tune the pre-trained models to select the best
performing CNN for architectural reform. The pseudocode for the main flow of execution
is given in Appendix A.
3.1. Fine-Tuning
Six famous pre-trained CNN models were fine-tuned with instances of small patches,
distributed by Scheme-1. Their maximum test accuracies (Table 4) were achieved by tuning
various parameters. ResNet50 performed better than all other models. The highest results
are obtained by setting various parameters using the following values.
Table 4. Highest achieved results of various CNN models after fine-tuning.
Sr.

Model

ACC (%)

Bias

Variance

1
2
3
4
5
6

AlexNet
VGG16
GoogLeNet
Inception-v3
ResNet50
DenseNet

90.06
91.57
92.08
90.93
93.45
92.86

Very High
High
Moderate
Moderate
Mild
Moderate

Very High
High
High
High
Moderate
Moderate

The fc layer of the ResNet50 model was configured to classify two classes by setting its
“Weight-Learn-Rate-Factor” and “Bias-Learn-Rate-Factor” to 20 to speed up the learning
process in this layer without any degradation. The model was trained for 30 epochs, with
a mini-batch size equal to 32 to evaluate the gradient of the loss function, using default
cross-entropy for two-class classification with mutually exclusive classes. The learnable
parameters were updated with an initial learning rate set to 0.001, using the stochastic
gradient descent as a solver with a momentum value equal to 0.9. All these values were
adjusted empirically by performing various experiments. Unless stated otherwise, the
same settings were used to perform further experiments. The best performing ResNet50
model was considered for further investigations.
The initial layers of a ResNet50 model are frozen up to six different levels, from 3rd,
4th, 5th, . . . , 8th residual blocks to find a sufficient amount of source knowledge that must
be preserved to train for the current task. The results, in Table 5, show that the performance
and efficiency were improved by freezing the initial 58 layers up to the 5th residual block
(i.e., RB5, as shown in Figure 4). The baseline architecture of a fine-tuned ResNet50 model
was modified to enhance its capability to effectively diagnose DR.
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Table 5. Performance of a fine-tuned Resnet50 model for 30 epochs after freezing different initial layers.
Freeze
up to
No
Freeze
Layer 36
Layer 48
Layer 58
Layer 68
Layer 78
Layer 90

Residual
Blocks

Training
Time
(Minutes)

Se. (%) in (95 % CI)

Spec. (%) in (95 % CI)

AUC (%) in (95 % CI)

ACC (%) in (95 % CI)

0

2176

89.66 (89.60–89.72)

94.99 (94.98–95)

93.42 (93.40–93.44)

93.45 (93.41–93.49)

3
4
5
6
7
8

2167
2160
2156
2154
2151
2146

91.06 (91.02–91.10)
91.44 (91.35–91.53)
91.94 (91.58–92.30)
89.66 (82.82–96.5)
90.13 (88.26–92)
85.96 (85.92–86)

97.99 (97.98–98)
98.13 (97.57–98.69)
98.66 (98.57–98.75)
98.27 (97.5–99.04)
97.41 (95–99.82)
97.51 (96.15–98.87)

94.73 (94.70–94.76)
94.30 (93.76–94.84)
95.66 (95.32–96)
93.97 (94.5–93.44)
93.78 (92.56–95)
91.74 (91.48–92)

94.71 (94.70–94.72)
95.02 (94.50–95.54)
95.68 (94.86–96.50)
93.94 (95.50–93.38)
93.97 (92.94–95)
91.71 (91.42–92)

3.2. DR-ResNet50 Architecture
The baseline ResNet50 was further strengthened by combining local and global features using two reinforced skip connections. RSK1 was created to directly add the activations of the 7th residual block with the 13th residual block by skipping five blocks. RSK2
directly added the activations of the 11th block into the last 16th residual block by skipping
four blocks. Suitable configurations were found empirically using the experiments. The
results obtained by introducing RSK1 and RSK2 are presented in the first two rows of
Table 6.
Table 6. Performance of a DR-ResNet50 model on the e-Ophtha_MA after fine-tuning and architectural modifications of baseline ResNet50.
Evaluation
Type

Data Split
Scheme

2

3

Loss
Function

RSK1
Per Lesion

1

Enhancement

1
RSK1 and
RSK2

4

5

Per Lesion

6

Per Image

2

RSK1,
RSK2, and
GMP
RSK1,
RSK2, and
GMP
RSK1,
RSK2, and
GMP
RSK1,
RSK2, and
GMP

Bias and
Variance
Low

Cross Entropy

Exp.

Very Low

SSE

None

SSE

None

SSE

None

Very Low

Se.
(95 % CI)

Spec.
(95 % CI)

AUC
95 % CI)

ACC
(95 % CI)

0.9267
(0.925–
0.9284)
0.9349
(0.933–
0.9368)
0.9496
(0.945–
0.951)
0.9815
(0.98–
0.983)
0.9850
(0.982–
0.988)
0.9851
(0.9821–
0.9881)

0.9890
(0.988–
0.99)
0.9886
(0.9885–
0.9887)
0.9890
(0.988–
0.99)
0.9972
(0.9971–
0.9973)
0.9911
(0.991–
0.992)
0.9910
(0.99–
0.992)

0.9578
(0.9576–
0.958)
0.9675
(0.967–
0.968)
0.9678
(0.9666–
0.969)
0.9893
(0.989–
0.9896)
0.9910
(0.99–
0.992)
0.9910
(0.99–
0.992)

0.9579
(0.9577–
0.9581)
0.9676
(0.968–
0.9672)
0.9679
(0.966–
0.969)
0.9893
(0.989–
0.9896)
0.9910
(0.99–
0.992)
0.9910
(0.99–
0.992)

The fourth last layer, i.e., the grand average pooling layer of a default ResNet50 model,
is replaced by a global max-pooling (GMP) layer. The 3rd row of Table 6 shows the results
achieved by introducing the GMP layer along with RSK1 and RSK2. The improvement in
the results demonstrates its significance in solving the current problem. Afterward, the
default cross-entropy loss function was replaced by SSE loss. This further boosted the
performance, as shown by the results in the 4th row of Table 6. The model converged with
lesser epochs. Thus, instead of training for the full 30 epochs, a DR-ResNet50 model was
trained by setting an early stopping option.
To further increase the number of training instances, the two remaining experiments
were performed by splitting the data instances according to Scheme-2 to train DR-ResNet50
using 10-fold cross-validation. The training plot in Figure 5 shows that there were no bias
or variance issues. The model was successfully converged after only eight epochs without
suffering from overfitting or under-fitting problems. These promising results were obtained
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by using the same hyperparameter settings, i.e., the initial learning rate equal to 0.001 and
mini-batch size equal to 32.

Figure 5. Training progress of a proposed DR-ResNet50 model on the e-Ophtha_MA dataset.

It took 9 h, 39 min, and 53 s to train the suggested model with 31,176 training instances
of small image patches. All 3464 unseen test cases were predicted within 156 s. On
average, 45 milliseconds were required to analyze a small 200 × 200 image patch. Thus,
a complete 2000 × 2000 high-resolution fundus image can be analyzed approximately in
450 milliseconds. Thus, screening of a patient could be accomplished by analyzing the
fundus images of both eyes within one second. Such efficient computer-aided assistance
would be beneficial for ophthalmologists to reduce their burden for screening DR patients
at an early stage.
To further boost the efficiency and performance of the suggested framework, various
other hyperparameter values were also considered. However, efficiency could not be
further improved without any performance de-generation. More time is usually required
to converge a model for smaller learning rate values. On the other hand, higher values may
lead to sub-optimal results. A very small mini-batch size usually produces noisy estimates;
however, a bigger size demands more resources to load a large number of training instances
in the memory for a particular execution environment (CPU or GPU).
The performance of the proposed model on unseen test instances from e-Ophtha_MA
images was measured by computing the confusion matrix, as shown in Figure 6. For
critical evaluations, many well-known metrics were also evaluated within a 95% confidence
interval (CI).
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Figure 6. Confusion matrix results were obtained using the 3460 test instances by splitting the data
using Scheme-2. (a) Percentage of two-class predictions, and (b) a total number of true and false
classified instances from both classes.

The mean values of the results, in terms of commonly computed performance measures, are summarized in the 5th row of Table 6. Various other metrics were also computed
to comprehensively evaluate the suggested model. For this experiment, the mean values
obtained for precision, F1-score, false-positive rate, Matthews’s correlation coefficient, and
the kappa coefficient were equal to 0.9910, 0.9939, 0.0029, 0.9879, and 0.9879, respectively.
These results were based on a per-lesion basis.
The per-image evaluation was also measured for unseen test instances from e-Ophtha_MA
to evaluate the overall risk related to the entire image. The results are mentioned in the 6th
row of Table 6, and the corresponding ROC curve is shown in Figure 7. The area under the
ROC curve (AUC) is useful to measure the classifier’s ability to distinguish between two
classes. The image-level results were compared with state-of-the-art methods.

Figure 7. Per-image evaluation on the e-Ophtha MA for DR screening.

For qualitative assessments, a visual interpretation was computed using Grad-CAM
for each classification decision. The most challenging successful and unsuccessful cases
for healthy and unhealthy classes are illustrated in Figures 8 and 9, respectively. This
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visual representation helps to qualitatively analyze the correctness of the system, to use the
proposed automated method for clinical validation with full confidence.
To assist ophthalmologists in efficient retinal image analyses, the classification decisions were also projected back on the original fundus images, as shown by the blue and
white boxes in Figure 10. This was accomplished by using the names assigned to a specific
patch during patch generation (Figure 3b) to associate back to its actual position on the
fundus image. The proposed framework was also cross-validated on DiaRetDB1 v2.1, ROC,
IDRiD, and Messidor datasets on a per-lesion and per-image basis. The obtained results
are summarized in Table 7.

Figure 8. Successfully classified cases of small patches from e-Ophtha_MA images along their
Grad-CAMs. (a) True positive cases, (b) true negative cases.
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Figure 9. Unsuccessfully classified cases of small patches from e-Ophtha_MA images along their
Grad-CAMs. (a) False negative cases, (b) false positive cases.

DiaRetDB1 v2.1
ROC

Se.
(95 % CI)

Spec.
(95 % CI)

AUC
(95 % CI)

ACC
(95 % CI)

Per Lesion
basis

Dataset

0.9498
(0.9410–0.9586)
0.9270
(0.917–0.937)
0.8665
(0.866–0.8670)

0.9660
(0.957–0.975)
0.9230
(0.917–0.929)
0.8046
(0.8041–0.8051)

0.9578
(0.955–0.9606)
0.925
(0.916–0.934)
0.8355
(0.8347–0.8363)

0.9448
(0.9551–0.9603)
0.925
(0.916–0.934)
0.8356
(0.8347–0.8365)

Per image
basis

Table 7. Cross-validation of various publicly available datasets for DR screening.

0.9421
(0.9411–0.9431)
0.8426
(0.8398–0.8454)

0.8940
(0.891–0.897)
0.8044
(0.7907–0.8181)

0.9185
(0.905–0.932)
0.8235
(0.8176–0.8294)

0.9186
(0.906–0.9312)
0.8235
(0.8076–0.8394)

Evaluation Type

IDRiD
Messidor
IDRiD
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Figure 10. Back association of extracted patches on a fundus image for region marking according
to classification decisions. The blue box depicts unhealthy while the white box represents healthy
regions classified by the system.

It can be inferred from the results obtained by the above experiments that the performance of the modified version of ResNet50, i.e., DR-ResNet50, was improved significantly.
The suggested modifications are simple, robust, and were found to be very effective in
enhancing a deep CNN architecture to make it more adaptive to the new task and to
effectively train it with a small training set to diagnose tiny and less-prominent red lesions
due to DR without vanishing/exploding gradients or performance degradation issues. The
results are very promising to consider the suggested method for clinical trials.
4. Discussion
To devise an effective early DR screening system, the power of deep CNN is utilized
in this work. Due to the unavailability of large training datasets, training a deep CNN
from scratch is not feasible. On the other hand, only fine-tuning through transfer learning
is not useful due to unrelated natural and medical imaging domains. To address these
issues, architectural reforms are suggested to fine-tune CNNs, even when the source and
target domains are not related to each other. Six famous pre-trained CNN models are
considered to select the most suitable architecture. In 2018, a related study was conducted
by Wan et al. [56] to globally classify images [62] for DR grading. In the current study, the
models are fine-tuned over the dataset of small 200 × 200 image patches to accurately
classify red lesions.
The results (Table 4) of all six fine-tuned CNN models depict that errors are reduced
with depth and versatile architectures. AlexNet, VGG, and GoogLeNet consist of 8, 16, and
22 layers, respectively. VGG19 was also fine-tuned, but its performance was not found good
for the current task. The bias and variance issues were also higher than the VGG16 model.
Thus, VGG19 is not considered in this study. ResNet50 performs better than other models
and the parameter complexity is also less than VGG nets. The ResNet50 and DenseNet
models are much deeper than the remaining CNNs.
Depth is important to learn complex functions, but deep models are difficult to train.
Although DenseNet is even deeper than ResNet50 and features are reused in all dense
blocks, its performance is not found to be better than ResNet50; the available smaller
number of data instances could not sufficiently fulfill the training requirements of the huge
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number of learnable parameters of DenseNet. The second argument for the better results
of ResNet50 is due to its superior architecture. Residual blocks are connected through
skip connections to learn residual functions regarding layer inputs instead of learning
unreferenced functions that are usually learned by all other CNNs. The features of the
previous layer are summed up with deeper layers, whereas, the previous layer’s features
are concatenated with the deeper layers in the DenseNet. There is only a single input of
each layer in the ResNet50; however, the number of inputs for the ith layer is equal to
“i” in a DenseNet. The dense connections are used to address the vanishing/exploding
gradient problem, but ResNets use stochastic depth. The power of DenseNet is due to
its depth, whereas ResNets use the strength of feature reuse. Due to these advantages,
ResNet50 performed better than the others models and is selected to further enhance its
generalization ability.
Preserving the local features by freezing the initial layers is also found to be effective
to compute the domain-specific features of fundus images. The highest results (Table 5)
are achieved by freezing the initial 58 layers of the baseline ResNet50 model. This shows
that the local features up to these layers, computed earlier during its full training from
scratch on natural images of the ImageNet dataset, are useful to compute semantic features
for the current task. Table 5 also illustrates that freezing more layers causes a decrease in
performance because deeper layers are computing domain-specific semantic features for
the new task. The suggested fine-tuning contributed to adapting the ResNet50 architecture
to the new problem of DR classification.
The learnable parameters of the next layers in two residual blocks (RB6 and RB7) are
updated with the new data of small patches to learn features for red lesion classification.
Figure 4 shows these two blocks in comparatively dark blue colors to indicate their more
adaptive and optimized layers after fine-tuning.
The features of intermediate layers are reused by fusing them with global features to
compute the most discriminative features using two reinforced skip connections (RSK1
and RSK2). Additional pathways have contributed to reducing the degradation and
vanishing/exploding gradient problems. The results in the first two rows of Table 6 indicate
improvements due to these amendments. Their target residual blocks, i.e., RB13 and RB16,
are shown in Figure 4 by even darker/darkest blue to indicate even more optimized layers
for the current task. Along with these enhancements, the last four layers are further refined
to accurately classify healthy and unhealthy cases.
The default global average pooling (GAP) layer is replaced by a global max-pooling
(GMP) layer to reduce data dimensions and to predict the less prominent tiny red lesions
anywhere in the given sample patch. It is evident from the results, reported in the 3rd row
of Table 6, that the performance is improved by using the max-pooling layer. The bias and
variance issues are also reduced further by its implementation.
The fully connected (fc) and Softmax classification layers were already replaced by
the new layers to train them completely for the current DR classification. SSE loss is
introduced in a custom output layer to accurately classify small 200 × 200 patches with an
unbalanced ratio of the lesion and non-lesion pixels. The results, reported in the 4th row of
Table 6, confirm that the performance is further boosted by using the SSE loss. The bias
and variance issues are also fixed by this modification. The improvements in results justify
all the suggested modifications to solve the current task effectively.
To further increase the performance of the suggested DR-ResNet50 model, it is trained
with more training instances, generated by Scheme-2. The per-lesion and per-image evaluations in 3464 unseen test instances are mentioned in the 5th and 6th rows of Table 6. It can be
analyzed from the 4th, and 5th rows of Table 6 that pre-lesion results are slightly improved
using Scheme-2, but the obtained results are not too different because approximately six
thousand extra training instances (31,176 – 28,058 = 6118) were used in Scheme-2. The
suggested model is not overfitting with the small amount of training data. This fact is also
confirmed by the plotting training progress. No bias or variance issues are found in this
training plot in Figure 5.
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The 5th and 6th rows of Table 6 show that there is no big difference between per-lesion
and per-image results. Per-image evaluation is computed to judge the overall risk related
to the entire image by applying the same protocol used by Niemeijer et al. [14]. The slight
increase in sensitivity results, as shown in the 6th row of Table 6, would be due to more red
lesions on a per-image basis. Similarly, the false positives are increased due to the increased
number of healthy regions on a per-image basis.
The performance is quantitatively evaluated by computing well-known metrics. Sensitivity measures the true positive rate (TPR) to evaluate how well the model performs
to diagnose a disease while specificity estimates the true negative rate (TNR). However,
there is a trade-off between these performance measures. Table 6 indicates that the higher
specificity values are obtained against the comparatively lower sensitivity results. An
effective automated system must be able to accurately diagnose disease. Thus, higher
sensitivity is more important than specificity for an effective DR diagnosis. The confusion
matrix in Figure 6 demonstrates the overall performance of the suggested method. The
false-negative rate is less than 1% (i.e., 0.9%), while the false positive rate is 0.1% on unseen
test instances. The ROC plot, shown in Figure 7, and the obtained AUC results, further
verify the effectiveness of the suggested method.
A CNN model works as a black box by hiding its internal working. The performance
of the suggested model is assessed qualitatively by analyzing the hardest successful and
unsuccessful cases from both categories, as already shown in Figures 8 and 9.
Figure 8a,b depicts the true positive and true negative cases that are successfully
classified by the proposed method. It can be seen that a positive case (a-1) due to the
presence of a red lesion, indicated by a green arrow, is classified by the proposed method
accurately. The corresponding heat map of the Grad-CAM on the right side of the input
instance highlights the lesion area in red. It is quite natural to see more than one lesion in a
200 × 200 image patch, as shown in the case of (a-2) in Figure 8. The corresponding visual
interpretation by Grad-CAM indicates that the system makes the classification decision due
to both lesions. It means that the system correctly classifies the image patch as unhealthy
and also identifies all lesions inside a patch. In this manner, the patch classification is
exactly analogous to a per-lesion evaluation. The case in (a-3) shows that a proposed
strategy is successfully classifying a less-prominent lesion. Similarly, in the case of (a-4), the
boundary lesion is classified by the system accurately. Thus, Grand-CAM visualization is
assisting in giving an idea about the appearance of the red lesions inside a patch. However,
using Grand-CAM for lesion localization is not appropriate because it generates a heat
map to highlight the image portion that is dominated to make a particular decision. Such
dominated areas are also indicated in the Grad-CAM for healthy instances, as shown in all
cases of Figure 8b. Along with a large majority of successful cases, there are very few false
classification cases from healthy and unhealthy classes, as illustrated in Figure 9.
Figure 9a shows a few difficult instances of false-negative cases (c-1, c-2, c-3, and
c-4) due to extremely poor contrast of the tiny red lesions. The false-positive cases are
illustrated in Figure 9b; however, these false identifications are in favor of DR screening.
In the case of (d-1), two bright lesions are present in extremely dark surroundings. As
dark red lesions are absent in this small patch, the patch was labeled as healthy but the
suggested method accurately identified them as unhealthy patches. This indicates that
the proposed CNN model can classify healthy and unhealthy cases due to dark red and
bright lesions of DR. In the case of (d-2), the false-positive case is due to extensive intensity
variations of background pixels. In the case of (d-3), the false-positive decision is caused by
the vessel segment near the boundary of the image patch. The dark spot in the case of (d-4)
is identified by the system as a red lesion of DR. This lesion would probably not be marked
by experts in the ground truth of the dataset.
Qualitative investigation shows that the proposed framework is effective in successfully classifying a large amount of healthy and unhealthy cases. The identifications of a few
false-positive cases are also in favor of diagnosing the disease. However, in the case of d-3,
the system is distracted by a small piece of the vessel inside the small patch. All the false-
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negative cases are due to the extremely poor contrast of red lesions. Although the objective
of an automated DR diagnosis is not to successfully identify all cases. This aspect may be
addressed in the future to further improve the performance of the proposed method.
The cross-validation results on four public datasets (Table 7) show that the sensitivity
values are higher than 80%, which is as per the recommendations of the international
guidelines for DR screening [85]. According to the British Diabetic Association, London,
the value of the specificity must be greater than 87 for the retinopathy screening. However,
a slight decrease in cross-validation results is observed as compared to e-Ophtha_MA
because images from different sources are being used to cross-validate the suggested model.
In the case of the IDRiD, the difference is greater than with other datasets. The probable
reason for this is due to the utilization of fundus images from different groups of people
(Indian population) to validate the suggested model. Another possibility of even more
degradation in the case of the IDRiD dataset would be the use of images from different
parts of this dataset. Such issues might be tackled by training a deep CNN over a large
variety of fundus images from patients from different ethnicities and geographical locations.
However, the performance of the suggested method is still higher than the state-of-the-art
deep CNN-based methods.
The comparison of image-level results in terms of sensitivity and AUC within 95%
of the CI is summarized in Table 8. The variations in the obtained results lie in smaller
intervals. Contrary to other methods, the specificity value in the current experiments is
not fixed to 50% to assess the actual capability of the suggested method. In the case of a
Messidor dataset, the performance of the two experts is also compared with the suggested
method. The obtained results are better than others except for Expert A.
Table 8. Comparison with state-of-the-art deep learning-based methods for DR screening.
Dataset

Method

Se. in (95 % CI)

AUC in (95 % CI)

e-Ophtha_MA

Orlando et al. [16]
This Work

–
0.985 (0.982–0.988)

0.9031
0.991 (0.988–0.993)

IDRiD

Zago et al. [17]
This Work

0.841 (0.753-.948)
0.8426 (0.8398–0.8454)

0.818 (0.742–0.898)
0.8235 (0.8176–0.8294)

Messidor

Expert A [86]
Expert B [86]
Orlando et al. [16]
Zago et al. d [17]
This Work

0.945
0.912
0.916 (0.894–0.943)
0.940 (0.921–0.959)
0.942 (0.941–0.943)

0.922 (0.902–0.936)
0.865 (0.789–0.925)
0.893 (0.875–0.912)
0.912 (0.897–0.928)
0.918 (0.905–0.932)

In 2005, a single traditional method [14] achieved 100% sensitivity on a per-image
basis (Table 1); however, the method only achieved 30% sensitivity on a per lesion basis.
This anomaly was argued by the authors as some images might contain more red lesions
than others. Most of the traditional CADs are only limited to the testing environment due
to the poor representation abilities of handcrafted features. To avoid the constraints of
handcrafted-based CADs, a more reliable CNN-based technique is suggested in this study.
The domain adaption, performance degradation, and vanishing/exploding gradient
issues of a deep CNN model are adequately addressed by proposing interesting modifications. Such alterations will also be useful to enhance many CNNs to solve related problems
with minimal datasets. Promising results demonstrate the effectiveness and robustness of
the proposed DR-ResNet50 framework to recommend practical implementations to reduce
the burden of eye specialists. The visual clarification of each classification also supports the
practical utilization of the suggested method for clinical trials with more satisfaction. It
would be helpful to develop a reliable healthcare system by assisting ophthalmologists to
save many diabetic patients from blindness.
Along with the above experiments, the Dropout layer was also applied in the DRResNet50 after the fc layer with 60%, 50%, and 40% dropout to regularize the suggested
model. But this amendment could not further improve the highest achieved results. One
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of the possibilities would be the use of batch normalization layers that have already
regularized this architecture. Similarly, leaky ReLU and center loss were not found to
be effective in further boosting the performance of a DR-ResNset50 model. Thus, their
outcomes are not reported in the final results.
DR-ResNet50 was also used as a feature extractor by extracting the features from the
last fc layer. A support vector machine (SVM) was applied to classify these features by using
the radial bases function (RBF) kernel after optimizing its parameters. The false-positive
rate (FPR) was slightly reduced by this effort; however, the overall accuracy could not be
enhanced, because features were extracted after fine-tuning the DR-ResNet50 model with
the Softmax classifier, due to its better performance in end-to-end learning. For this reason,
the SVM might be unable to further improve the performance. Instead of using Softmax in
the fine-tuning of DR-ResNet50, the implementation of SVM as a classifier could be useful
for improvements. Considering an ensemble classification by deploying more advanced
classifiers might be beneficial for further improvements.
Due to the advantages of SSE loss, it was also applied in the rest of the renowned
pre-trained models, i.e., AlexNet, VGG16, GoogLeNet, Inception-v3, and DenseNet, to finetune them. Their performances were also improved compared to the default cross-entropy
loss, but these models could not conquest the highest results achieved by the proposed
model, DR-ResNet50. These facts also certify the strength of SSE loss to solve current red
lesion classifications.
The major limitation of applying a CNN for medical image analysis is the unavailability
of a large variety of annotated fundus images. Generative adversarial networks (GANs)
would be useful to generate them. The suggested model is also distracted by extremely poor
contrast of red lesions in the presence of distractors. More effective contrast enhancement
might be useful to correctly classify them for early screening of DR.
5. Conclusions
A deep CNN-based framework is suggested to classify red lesions for early DR
diagnoses. Training a CNN model from scratch or fine-tuning it through transfer learning
is challenging due to the un- availability of large datasets. These issues are addressed
by modifying the architecture of a pre-trained CNN model. A sufficient amount of prior
knowledge is preserved by freezing initial layers to adapt the architecture to solve the
current task. Performance degradation and vanishing/exploding gradient issues are
addressed by combining the local and global features through two skip connections. The
experiments revealed that the skip connections effectively improve the performance of the
proposed DR-ResNet50 model. A max-pooling layer also played a vital role in classifying
healthy and unhealthy cases. The SSE loss is found more effective in fine-tuning the
modified CNN. The visual interpretation of each result shows that the model draws its
decisions from features extracted from the regions of the red lesions. Compared to stateof-the-art methods, the proposed method is found to be more effective in producing
promising results. The method gives a high sensitivity with low false-positive rates, which
is significant for earlier screening of DR. However, generative adversarial networks will be
investigated in the future to produce a large variety of fundus images to train the proposed
framework meritoriously. For accurate classification of red lesions with extremely poor
contrast in the presence of distractors, the formulation of a better contrast enhancement
technique is also included in future work.
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Appendix A
This appendix contains pseudocode for the main flow of execution to classify both red
lesions for early screening of DR patients.
Table A1. Pseudocode shows various steps to classify red lesions for DR screening.
FOV Extraction
Small patch generation
Extract patches centroid at the lesions from unhealthy images
Extract adjacent patches centered within FOVs from healthy images
Data augmentation and distribution into train, validation, and test sets using Scheme 1 or 2
Choosing a suitable pre-trained CNN model through transfer learning
Development of DR-ResNet50 model
Training phase
Fine tunning through transfer learning coupled with
Hyper-parameters settings
Freezing initial layers
Architectural modifications
Reinforced Skip connections
Deep layers modifications
Replace GAP with GMP
Replace Softmax for a new task
Replace fc for binary classification
Replace output layer with SSE loss
Training and validation with performance monitoring
Testing phase
Load trained DR-ResNet50 model
Prediction on unseen Test instances
if ‘cross-validation’ then
Extract all overlapped patches within FOVs
Prediction to cross-validate on different datasets
Post-processing to evaluate performance by computing quantitative metrics and Grad-CAM
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