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Abstract—Evolutionary computation covers the family of artificial intelligence techniques inspired by nature and biological
evolution. These methods, such as swarm intelligence, may have a
very positive impact on video games, for instance, for the design
of Non-Player Characters (NPCs) to obtain a realistic intelligent
behavior in a simple way. To this aim, we describe an evolutionary
behavioral design of NPCs using particle swarm optimization in
a first-person shooter video game. Several computer experiments
have been carried out to analyze the feasibility and performance
of this approach. Our experimental results show that the proposed
method performs very well and can be successfully used in a fully
automatic (i.e., without any human player) and efficient way.

Characters including some kind of artificial behavior driven by
AI are called NPCs (short for Non-Player Characters). Those
NPCs are usually one of the most relevant aspects regarding
game design: since they represent the main connection between
the human player and the game, their behavior requires special
attention. The role of NPCs in a video game can greatly vary
from enemy to ally, being even able to act just as a simple
bystander or a neutral inhabitant of the game world.
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Action games, and especially first-person shooter (FPS)
games, are among the most popular genres for video games.
The genre includes some of the best-selling and most groundbreaking video games, such as the series of Wolfenstein 3D,
Doom, Quake, Counter-Strike, Battlefield, Medal of Honor,
Half-Life, Halo, Team of Fortress, and Call of Duty, to mention
just a few. This popularity has even been increased by some
recent blockbuster titles and the striking phenomenon of online
gaming, particularly the MMOFPS (Massively Multiplayer
Online FPS) where human players can now go against other
players instead of fighting against the NPCs.

I.

I NTRODUCTION

A. Artificial Intelligence and Video Games
Video games have always been an excellent benchmark for
Artificial Intelligence (AI) techniques. Usually, they demand
(at some extent) intelligent features such as reasoning and
action planning for problem solving. Modern video games
can also engage multiple senses and cognitive skills, such as
perception, timing, coordination, attention, and even language
and social skills. Depending on their genre, video games
can involve many different mental processes such as action
planning (e.g., strategy games), pattern recognition (e.g., puzzle games), visual understanding, physical coordination, quick
reactions, handling incomplete information, understanding narrative, long-term planning, and so on. At the same time, they
allow us to simulate any real or virtual environment under any
possible condition, reproduce real-life situations that would
otherwise be impossible to observe and analyze, or test how
player’s interaction modifies the environment or the sequence
of events. With video games, we can simulate an endless range
of environments and situations with the advantage of being
able to watch them live and track what is going on, while
working in a safe and controlled computer environment.
Most of the AI techniques for video games are implemented either on environment elements or on characters.
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B. NPCs for FPS Games

FPSs are also a very good example of the use of AI for
the NPCs. In these games, the human player assumes the role
of a virtual character fighting against a platoon of computercontrolled enemies, the NPCs. Very often, the human player
is also assisted by a small group of NPCs allies, commonly
members of his own squad. The AI of the NPCs is a key
element of any FPS, because it determines not only the
challenge the player has to beat but also how difficult will
be to do it. In addition, the AI in FPSs is somehow peculiar
in the sense that both the human player and the NPCs share a
seemingly identical set of skills and abilities and their goals are
basically the same (i.e., kill the other player). Other restrictions
or expectations about the NPCs are:
1)

The NPCs of the enemy platoon have to be believable. This means that the human player should feel
that they behave as human beings as well, taking reasonable decisions most of the time but not always, in
order to prevent an excessive degree of predictability
and to humanize them by letting them make mistakes
and take wrong decisions sometimes.

2)

3)

4)
5)

On the other end of the spectrum, the enemy NPCs
should not be too unpredictable that their reactions
turn out to be too odd or even stupid very often,
making the human player to get annoyed by this
erratic and indecipherable behavior.
The NPCs of the human player squad must be
coordinated with the human player to operate in a
cooperative and synchronized way. As members of a
squad, they must be on the same page.
They also should protect and support the human
player in a natural albeit realistic way.
Finally, playability is a must. For FPS, this means
that players should have a chance to win and the risk
to lose. Nobody wants to play a video game where
you can never win or lose. An adequate balance of
wins and losses improves the player engagement and
makes the game more believable and fun.

C. Aims and Structure of This Paper
For many years, the AI of NPCs was mostly based on
scripts, leading to self-replicating patterns and simple and
repetitive behavioral routines. However, the extraordinary advances in artificial intelligence during the last decades have
given rise to a new generation of powerful methods and
techniques for AI in video games that go far beyond the
classical scripts. Now, the game mechanics (also the gameplay)
can be more varied and complex, with sophisticated behavioral
routines for the NPCs [9–20].
In this context, it is our opinion that most (if not all) of
such restrictions or expectations about the NPCs can actually
be met with current technology. It is a matter of applying the
right techniques to do so. In this paper we claim that evolutionary computation (and particularly, swarm intelligence)
can arguably be one of the best approaches to tackle this
issue. To support our claim, this paper applies an evolutionary
technique based on swarm intelligence to design the artificial
behavior of NPCs in a FPS video game. Our approach relies on
particle swarm optimization, one of the most popular swarm
intelligence techniques.
The structure of this paper is as follows: in Section II
we describe some previous work in the field. The main
concepts and ideas on swarm intelligence and particle swarm
optimization are outlined in Section III. Then, Section IV
describes briefly our benchmark, a FPS video game. The
implementation of our system is briefly described in Section
V. Our experimental results are briefly reported in Section VI.
The paper closes with the conclusions and some hints for future
work in the field.
II.

P REVIOUS W ORK

First attempts to include AI in video games were very
simple and mostly based on scripts. They were applied to
conversational games where the narrative can readily be embedded into a few scripts. Other AI approaches for video
games including NPCs were given in the form of a rules-based
system, where a set of rules is used to determine the behavior
of the NPCs (for instance, the Pac-Man). For a large list of
rules, the behavior of the NPCs does not become obvious to the
human player, but still the system has very little intelligence
within.

In the 90s, more powerful AI approaches were incorporated
into video games. Typical approaches for action planning at
that time were finite state machines (FSMs) or Behavior Trees
(BTs), implementing STRIPS or, if decisions are based on
goals, a GOAP (goal-oriented action planning) system. The
first system, STRIPS, is an automated planning method that
searches through possible situations or states by applying
operators or actions, while GOAP is a simplified STRIPSlike planning architecture designed for real-time control of
the behavior of autonomous characters in video games, first
applied in F.E.A.R. game in 2005. Another popular approach
for action planning is given by the HTN (hierarchical task
networks) planners, which are based on hierarchies of tasks
that can be broken down recursively. HTNs are becoming
increasingly popular in video games but have also some
important drawbacks regarding the low number of actions and
NPCs simultaneously handled by the planning system [6].
In recent years, the level of sophistication has increased
and new, more realistic and complex behavioral systems have
been defined. Today, the AI can drive mechanics helping the
human player get around faster such as in The Divisions game,
where the player motion is automated leaving the player extra
time to focus on more important actions than simply moving
to a target point, such as shooting, or in The Witness, where the
AI helps the player solve some nasty problems such as getting
caught on edges or tapped in walls, kind of a nonintrusive
intelligent assistant for the player. The AI Director of the two
Left 4 Dead games has also been used to created more realistic
player experiences, such as the simulation of crowds where
all characters behave differently. This AI can also manage the
pacing by altering the flow and intensity of the gameplay. In
other cases, the AI is used to learn from the player, like in
Forza series, where a neural network was used to watch the
human player in action and learn by imitation. More recently,
this feature has been improved by taking advantage of the
cloud: the AI system of Forza, called Drivatar, learns from
other players playing online as well. As a result, it exhibits
a wider range of abilities, leading to more unpredictable and
exciting behavioral patterns.
Regarding the evolutionary approaches, City Conquest used
a genetic algorithm in a very original way: instead of using
the AI to improve the player experience, it is used during the
design process of the game itself. The genetic algorithm-based
AI acts as an automated play-testing team to identify dominant
strategies and hence evolve the actual design of the game,
even before it is released. In mobile game Darwins Nightmare,
evolutionary computation is applied to drive the exploration
of a large combinatorial space defining the behavior and
appearance of enemy crafts. All enemy crafts are obtained by
variation of a single genotype, so that if a new entity shows
up, some individuals are chosen from a mating pool and their
digital DNA is recombined to create a new type. Finally, in a
recent paper we showed the potential of swarm intelligence for
video games through the application of PSO to the problems
of pathfinding and action planning [2].
III.

S WARM I NTELLIGENCE

Swarm intelligence (SI) is an emerging subfield of artificial
intelligence providing a number of powerful methods to solve
very difficult problems [3], [8]. It has been defined as “the

Algorithm 1: Particle Swarm Optimization
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:

for each particle do
Initialize particle
// Initialization phase
end for
while (stop condition = false) do
for each particle do
F itness Ð fitness of the particle
// update the fitness value
if pF itness is better than BestIndividualF itnessq then
BestIndividualF itness Ð F itness
//update the memory individual fitness
BestIndividualP osition Ð P osition
//update the memory individual solution
end if
if pF itness is better than BestGlobalF itnessq then
BestGlobalF itness Ð F itness
//update the current best global fitness
BestGlobalP osition Ð P osition
//update the current best global solution
end if
end for
for each particle do
Update velocity
// according to eqn. (1)
position Ð position velocity
// according to eqn. (2)
end for
end while
return bestGlobalP osition

property of a system whereby the collective behaviors of
(unsophisticated) agents or boids interacting locally with one
another and with their environment cause coherent functional
global patterns to emerge” [3]. In SI there is not a centralized intelligence determining the evolution of the population;
instead, the collective behavior of the swarm arises from
decentralized systems comprised of simple mobile agents with
the ability to communicate with each other. The key feature
of SI are these local interactions among agents and with the
environment. Because of these appealing features, SI is a
promising field regarding its potential applications to video
game technology, particularly for the AI of the NPCs.
A. Particle Swarm Optimization
One of the most popular SI techniques is Particle Swarm
Optimization (PSO) [7], [8]. Basically, PSO is a global
stochastic optimization algorithm for dealing with problems
where potential solutions can be represented as vectors in
a n-dimensional space (the search space). In PSO, particles
representing potential solutions are distributed over such space
and provided with an initial velocity and the capacity to
communicate with other neighbor particles, even the entire
swarm. Particles “flow” through the solution space and are
evaluated according to some fitness function after each instance. Particles evolution is regulated by two memory factors:
their memory of their own best position and knowledge of the
global or their neighborhood’s best (these two cases are known
as global PSO and local PSO, respectively). Particles of a
swarm communicate good positions to each other and adjust
their own position and velocity based on these good positions.
As the swarm iterates, the fitness of the global best solution
improves so the swarm eventually reaches the best solution.
The original PSO algorithm was first reported in [7]. See also
[1], [8] for further information about PSO.

The global PSO procedure is briefly sketched in the pseudocode of Algorithm 1. It starts by choosing a population
(swarm) of random candidate solutions in a n-dimensional
space, called particles. Then they are displaced throughout
their domain looking for an optimum taking into account
global and local influences, the latest coming from the neighborhood of each particle. To this purpose, all particles have a
position and a velocity and evolve all through the hyperspace
according to two essential reasoning capabilities: a memory
of their own best position and knowledge of the global or
their neighborhood’s best. The meaning of the “best” must be
understood in the context of the problem to be solved. For
instance, in a minimization problem that means the position
with the smallest value for the target function [4], [5].
The dynamics of the particle swarm is considered along
iterations: each particle modifies its position Pi , keeping
track of its best position in the variables domain implied in
the problem. This is made by storing for each particle the
coordinates Pib associated with the best solution (fitness) it
has achieved so far along with the corresponding fitness value,
fib . These values account for the memory of the best particle
position. In addition, members of a swarm can communicate
good positions to each other, so they can adjust their own
position and velocity according to this information. To this
purpose, we also collect the best fitness value among all the
particles in the population, fgb , and its position Pgb from the
initial iteration. This is a global information for modifying the
position of each particle. Finally, the evolution for each particle
i is given by:
Vi pk

1q  w Vi pk q G1 R1 rPgb pk q  Pi pk qs
G2 R2 rPib pk q  Pi pk qs
Pi pk

1q  Pi pk q

Vi pk q

(1)
(2)

Fig. 2: Many objects hinder the flow of people and require
collision avoidance routines for efficient motion.

Fig. 1: Top view of the virtual environment. The red circle
marks the current enemy position.

where Pi pk q and Vi pk q are the position and the velocity of
particle i at time k respectively, w is called inertia weight
describing how much the old velocity will affect the new
one and coefficients G1 and G2 are constant values called
learning factors. In particular, G1 is a weight that accounts
for the “social” component, while G2 represents the “cognitive” component, accounting for the memory of an individual
particle along the time. Two random numbers, R1 and R2 ,
with uniform distribution on r0, 1s are included to enrich the
searching space. Finally, a fitness function must be given to
evaluate the quality of a position. This procedure is iterated
until a stopping condition is reached.

with other NPC team members, is assigned to difficult missions such as terrorist group deactivation, hostage rescue, and
many others. These missions are performed on a variety of
environments (indoor spaces such as office or public buildings,
urban environments, natural landscapes, and so on) and with no
information available about the enemies and the environment.
To successfully fulfill the missions, many different AI tasks
must be carried out. For instance, the player’s character has to
interact with the other squad members (all NPCs behaving
autonomously according to their own AI) in a cooperative
and synchronized way. This introduces realistic temporal and
spatial constraints. Furthermore, our NPCs exhibit a more
sophisticated behavior and a wider variety of skills than their
counterparts in other types of video games. For instance, they
can explore the environment autonomously, read and navigate
maps, identify enemies and allies, cooperate between them for
synchronized attacks, develop advanced action-planning (e.g.
espionage, stealth, simulation, counter-attack, or defensive
strategies) and so on. For limitations of space, in this paper
we restrict to a single mission, described in next section.
B. The Level

IV.

D ESIGN OF THE V IDEO G AME AND THE NPC S

A. The Video Game
First-person shooters (FPS) are one of the video game
genres more closely related to AI techniques. The action and
dynamics of FPS are much closer to real-world situations than
other classical fields of application of artificial intelligence,
such as robotics or language processing. In addition, their
graphical output and the simplicity of storyboard (compared
to other games) facilitates the tracking and understanding
of important AI features such as action planning, decisionmaking, squad strategies, cooperation between agents, and
others. Owing to these reasons, we found that an FPS is a
perfect environment to test the potential of particle swarm
optimization for the behavioral design of the NPCs. This is
the approach taken in this paper.
Our benchmark is based on a last-generation first-person
shooter developed on the powerful game engine Unreal 4.
In the game, the human player takes the role of a Special
Operation Forces (SOF) member who, in close cooperation

To test the application of PSO to this problem, a mazelike square public office level was created. A top view of the
whole level is displayed in Figure 1. The area covered by
this level is quite large, of about 5, 500 square meters (about
59, 200 sq. ft. or 1.36 acres) and has been carefully designed
to represent a difficult scenario for the NPCs. To this purpose,
it contains several tricky challenges for the characters, such
as a large number of dead ends and bottlenecks such as those
typically found in labyrinths. To make things more interesting
and challenging, the level is fully furnished; not only the
office rooms but also the corridors are filled with a myriad
of different objects (see Figs 2–6 for several examples of
objects described in this paragraph). Some of them are simply
ornamental or decorative (e.g., plantpots, standing flags, wall
pictures) but they actually represent obstacles the characters
have to avoid. Others play an informative role (e.g., wall
screens, standing displays, posters) thus encouraging the public
to stay in front, obstructing the normal flow of people. Many
other elements promote further interaction with the bystander
NPC characters, who can perform actions such as getting
a pamphlet from the brochure display, or a book from the

Fig. 3: The terrorist, an enemy NPC driven by its own AI.

shelves, sitting on a chair or a bench, buying drinks and food
from the vending machines, using the litter bins or trash cans,
keeping personal goods into the lockers, etc. The rooms of
this level have the typical office furniture (such as tables,
chairs, phones, computers, lamps, shelves, etc.) used by the
neutral NPCs playing the role of the personnel working in
the area. Also, other objects can be used by the active NPCs
(either allies or enemies), such as fire extinguishers, doors, etc.
Finally, in the particular mission used in this paper (explained
in next section), the area has been affected by some explosions.
As a result, we can find several objects and other elements
lying on the ground, not only those mentioned in previous
sentences but also structural or heavy elements (doors, frames,
pillars, boxes, office lockers) that have also to be considered.
C. The Mission
As discussed above, a FPS video game is a suitable
environment to test the performance of the AI of the NPCs.
Furthermore a setting where a SOF command tries to find
someone moving around some place is an ideal environment
to analyze the potential of swarm intelligence on dynamic
goals. To these purposes, in this paper we consider a particular
mission for the SOF command: the agents should find and
capture alive an armed terrorist hidden inside this complex
environment. The terrorist, shown in Fig. 3, is an enemy NPC
driven by its own AI. It moves throughout this environment
autonomously, trying to hide and escape from the SOF command. At its turn, this command is comprised by four squads,
such as that in Fig. 4. Depending on the simulation, each squad
consists of a variable number of members, ranging from 3 to
24 (see Section VI for details). Each squad member is an ally
NPC. Given the goals of this work, there is no human player
in this mission; this feature would interfere the simulations
drastically, modifying the sequence of events and invalidating
our results. Consequently, the full responsibility to successfully
accomplish the mission falls on the behavioral AI of the ally
NPCs.
The NPC agents are initialized in the center of the bottom
side of this environment, simulating the entrance of the building. These agents will start on the entrance divided in 4 squads,
in order to replicate the classical feature of random distribution
when triggering the PSO algorithm, while simultaneously
maintaining the coherence with the game. On the other hand,
the terrorist,main objective of these squads, starts on the center
of the top side, being able to run randomly around the office.

Fig. 4: A squad of SOF members played by ally NPCs.

D. Evolutionary Behavioral Design of the NPCs
The behavioral system of the NPCs requires to provide
them with different context-sensitive actions to execute. Similar to some other FPS games, this is achieved by using a
Behavior Tree. Basically, a behavior tree is a logical structure
commonly used in action planning that allows an artificial
intelligence to execute the correct task based on some values.
In this way, the NPC could execute one or several actions
depending on the environment context, the course of events
and other factors. For example, the NPC can run around the
map while looking for any terrorist or enemy and protect other
members of the squad at the same time. Of course, several
actions can be added or overlapped to build up a more complex
behavior. For instance, in this work the agents can move using
particle swarm optimization, look for enemies in sight, or shoot
them in case they refuse to surrender and shoot the agents.
Although the computational architecture of the NPC behavioral system of the enemies and allies is quite similar, their
AI is obviously pretty different, as they have different goals
and actions to perform. The most relevant difference concerns
the inclusion of the PSO method in the AI of the ally NPCs.
To this aim, the SOF agents are considered particles of the
swarm, provided with initial positions and velocities. Then,
the PSO is run until the agents reach the final goal (find
the enemy). The autonomous behavior of each agent and the
coordination of all members of the swarm can be properly
balanced through the social and the cognitive parameters G1
and G2 . In this paper, we take values G1  G2  1.4, well
within the convergence area of the algorithm. This choice of
the social and cognitive parameters has yielded pretty good
results in our experiments. We remark, however, that changing
these parameters only modifies the time taken to reach the
goal, but the goal is achieved anyway. Other parameters of
the PSO are the population size, ps , and the inertia weight
w. They are considered tuning parameters of the method, so
they have been modified during our experiments (see Section
VI for details). Of course, the enemy NPC works alone so no
PSO algorithm can be applied to this character. It would be
interesting, however, to see what happens if the PSO is also
added to the AI of a swarm of enemy NPCs.
Besides the behavior logic, extra work is also needed to
set up all other aspects for a NPC in a video game. This
includes all programming tasks related to features like the NPC
animations, such as those shown in Figs. 5 and 6. In the first

Fig. 5: Squad ally NPCs trying to find and capture alive the
enemy NPC using their PSO-based behavioral AI.

Fig. 7: Screenshot of part of the computations for the PSO
algorithm using Unreal Blueprints.

Fig. 6: Enemy surrendering to the squad NPCs when getting
caught.

Fig. 8: Piece of programming code with the NPC variable
declaration in Unreal C++.

V.
case, the members of the squad are moving in a formation
where the agents in the front carry out searching, surveillance
and exploration tasks, while those in the rear provide protection
to the squad against potential sudden actions from the enemy.
At its turn, the enemy moves slowly and carefully, paying
attention to any motion, noise or shadow, as it actually happens
in real life. Of course, both sides are ready to shoot as soon
as they perceive any potential serious threat. In the second
case, the terrorist has been caught without enough reaction
time to shoot or escape and decides to surrender. All these
aspects must reflect in their body language for more realism.
Although the graphical animations are already recorded and
stored, they are activated by specific actions so they should be
triggered by the AI of the NPCs. For example, the animation
for the action surrender is triggered by the decision of the AI
system to do it after evaluation of the feasible possibilities,
involving AI components such as the action selection and the
decision making subsystems. The same happens with other
features executed in parallel, such as voices and sounds, special
effects, and other gameplay aspects that you typically find in
the NPCs of any professional FPS game. However, although
depending on the AI behavioral system of the NPCs, they are
not directly related to the main goals of this paper, so they are
omitted here for limitations of space.

I MPLEMENTATION OF THE S YSTEM

All the modeling tasks for the virtual environment and objects were carried out with Autodesk 3D Studio Max, currently
a standard (along with Maya) in most of the game studios. For
texturing, the popular and well-known Adobe Photoshop tool
was used. Sound was edited using Apple Logic Pro 9.
Regarding the implementation issues, the game engine
Unreal Engine 4 (UE4) has been used in this work to manage
the graphical environment and the characters, implement the
AI algorithms, and perform the tests. Developed by Epic
Games, UE4 is a very powerful multi-platform engine used
by many video game studios to develop their games. Unreal
technology received the Guinness World Record award for
“Most Successful Video Game Engine” in 2014, with more
than 400 games developed on it, including many AAA games
(e.g., Bioshock, Deus Ex, Gears of War 4, Shenmue III, Tekken
7, etc.). The current release, UE4, provides excellent results,
both technically and graphically, with reasonable time and
effort. This commercial engine comes with many different
tools for all the aspects of the game development. And because
its code is written in C++, it also has a high portability.
A very interesting component for this work is the Behavior
Tree, that provides a direct way to implement the behavioral
routines of our NPCs. Unreal Blueprint visual scripting is also
a useful for some parts of the implementation, making it simple

Fig. 9: Distribution of particles with a high value for the inertia
weight in PSO. Green area marks the radius of distribution of
the NPCs. White dot marks ’best global position’.

Fig. 10: Distribution of particles with a small value for the
inertia weight in PSO. Green area marks the radius of distribution of the NPCs. White dot marks ’best global position’.

and fast. In particular, the PSO algorithm was implemented
using Blueprint scripting (see Fig. 7), along with some parts
directly written in the programming language Unreal C++,
such as the declaration of variables for the NPCs (see Fig.
8). This last part was needed to set up a modular system for
NPCs and their swarm intelligence variables as particles during
the execution. This version of the engine does not provide any
method for global variables. Although there are several ways
to address this issue, in this work we used the Save Game
function to implement the global variables. Finally, with the
purpose of facilitate and speed up the testing process, we also
made a script to execute every try and store the results.

is constantly moving trying to escape from the squad agents.
Moreover, this escape strategy is not random or accidental, but
guided by a smart AI. This shows that the approach works very
nicely, and can be successfully applied to real video games.

VI.

E XPERIMENTAL RESULTS

Several computer experiments have been conducted to
analyze the performance of our approach. We executed the
algorithm for different values of our tuning parameter, the
inertia weight w, ranging from w  0.2 to w  1.2 with stepsize 0.2. We also changed the population size of the swarm,
from ps  12 to ps  96 with step-size 12. Changing both
parameters at the same time makes a total of 48 combinations.
For each, we performed 25 independent executions, for a total
of 1, 200 executions. For each execution, we compute the time
taken for the swarm to find the enemy and surrender him. Table
I shows the average time for the 25 executions for each pair
of values pw, ps q in the ranges indicated above.
Some interesting conclusions can be drawn from our results
in Table I. The first (and most important) one is that the method
performs pretty well. All our simulations reached the final
goal, and the CPU times have been very competitive, taking
into account the large size of the environment, its difficult
geometry, and the fact that goal is highly dynamic: the enemy

The second observation is the CPU time decreases as the
population size increases up to ps  48. This fact is not
surprising, since more agents means additional exploratory
capacity. However, this statement must be taken with care,
because increasing the size of the swarm also increases the
computational calculations. In fact, the CPU time increases
again for populations larger than ps  48. Clearly, a trade-off
between these conflicting factors is needed. In our case, the
best results were obtained by the configuration of 48 particles,
getting the rest of the configurations a better result as they
became closer to that number of NPCs. Note however that
this optimal value can vary for different configurations and
game conditions.
The third observation is that there is a downward trend in
the average time when the inertia weight value gets closer to
1. Some explanations to these results are:
A higher value for weight works better for dynamic
goals, as the particles do not gather in any particular
area of the map; instead, they move fast within a large
radius around the best global position (See Figure 9).
A higher value for weight works better in big scenarios, where particles should move fast through the map
to get the goal.
A smaller value for weight makes the particles move
together but slowly, in a small radius around the best
global position, which does not work too good if the

TABLE I: Average time (in seconds) in 25 executions per particle number and weight value.
w
w
w
w
w
w

=
=
=
=
=
=

0.2
0.4
0.6
0.8
1.0
1.2

12 NPCs
227.1489
164.0612
126.3209
93.5823
40.8895
47.6974

24 NPCs
202.3854
132.1689
77.7963
60,7219
37.7445
39.3628

36 NPCs
179.0512
105.8425
84.5847
54.3361
37.8783
41.1499

48 NPCs
127.5967
87.6574
45.7596
37.4781
32.5637
36.9983

goal changes its position quickly or if the map is large
(See Figure 10).
Finally, we also noticed that the initial position of the
particles has a big impact on the performance of the algorithm:
the more spread out the particles, the better the results. In our
case, all particles begin on a small common area (in accordance
with the video game narrative), thus increasing the CPU times.

[2]

C ONCLUSIONS AND F UTURE W ORK

This paper describes an example of evolutionary behavioral
design of non-player characters for a first-person shooter
video game. The AI of the NPCs is enriched through the
inclusion of a powerful swarm intelligence method, the popular
particle swarm optimization. The paper describes the main
issues involved in this evolutionary design, from the most
general layer, the game design, to the AI design of the NPCs.
The most relevant implementation issues are also described.
Finally, some computational experiments have been carried out
to assess the performance of our approach.
Our experimental results show that the use of evolutionary
computation (particularly, swarm intelligence) can improve
the performance of the behavioral systems of the NPCs in
a fully automated way, leading to realistic and autonomous
intelligent behaviors from the NPCs. Furthermore, such intelligent behaviors can be achieved without the intervention of
human players. Although these results have been accomplished
for a particular problem and a particular video game, we
think that they can be extrapolated to other problems and
games should the routines be properly adapted. From this
point of view, our results validate our claims for further use
of evolutionary computation for video game design. In our
opinion, the roadmap for evolutionary computation techniques
in video games is clear and ready to be put in practice. These
techniques, with their ability to generate behaviors from some
evolutionary models in nature, actually make them a perfect
candidate to answer the need for better AI in video games.
All our simulations have been recorded frame by frame to
generate the corresponding videos at a frame rate of 24 fps
(all screenshots in this paper have actually been taken from
the videos). All these videos along with the numerical data we
collected provide an invaluable source of data and information
that has still to be analyzed at full extent. This is part of our
future work in the field.
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72 NPCs
167.3464
92.6600
60.8325
63.5352
39.5755
42.7837

84 NPCs
153.6267
81.0496
66.3322
60.0020
43.7119
44.2017

96 NPCs
157.2611
106.2469
83.4260
67.6512
51.2208
46.9681
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